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multiple nodes and execute the corresponding action on a
diﬀerent node. Verifying the behavior of a protocol in response to a speciﬁc event is also a tedious task. To make such
analysis easier, we developed a mechanism that allows protocol responses to be logged and sent to a central controller
for further merging and analysis. Since APTA uses Netﬁlter/iptables architecture, it does not need to modify the
protocol implementation under test. As a result APTA can
be used to test most of the network protocols on any platform as long as test nodes are running Linux. We demonstrate the utility of our tool by automating the testing of a
real world wireless ad-hoc routing protocol called Optimized
Link State Routing (OLSR).
The fault injection tools can be divided in two categories:
hardware implemented fault injection and software implemented fault injection (HWIFI & SWIFI). MESSALINE [3]
is one of the HWIFI tools that is used to inject hardware
faults by manipulating the pin voltages in circuits. Since
the SWIFI tools are more ﬂexible, inexpensive, they are
more popular compared to HWIFI tools. In SWIFI tools,
DOCTOR [8] was developed to inject processor, memory,
and communication related faults in real-time system but it
was not suﬃcient for large distributed systems. ORCHESTRA [5] employs script-driven fault probing and fault injection by inserting a new layer into the protocol stack to test
the distributed protocol. Virtualwire [6] is a protocol transparent fault injection tool that also uses a declarative scripting language to specify the faults. Further, NFTAPE [12]
composes a conﬁgurable environment for experiments using
existing fault injectors. However, in contrast to the aforementioned script based fault injection tools, APTA uses
a simple fault speciﬁcation technique using iptables rules.
Moreover, unlike APTA, above systems mainly consist of
stand-alone nodes, and don’t provide more complex features
such as propagation of an action from the one node to the
other nodes in the system upon an occurrence of a desired
event. FIAT [11] is one of the ﬁrst SWIFI tool. It tests
dependability in real-time distributed systems by injecting
faults into the source code at the compile-time, whereas
APTA provides more user-friendly, run-time fault injection
capability. Other systems like NIST Net [4], Dummynet [10]
and ComFIRM [7] also use a similar architecture but they all
have limited fault injection features with neither distributed
nor time based fault injection mechanism.
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1.

INTRODUCTION

Testing and debugging of new wireless network protocols
is typically a tedious and error-prone process. Testing complex protocols requires manual conﬁguration of numerous
network testbed settings, controlled reproduction of anomalous network and protocol settings, manual traﬃc capture
and careful analysis of protocol behavior during the test.
The complexity of protocol testing grows with the length
of protocol speciﬁcations and the size of the network under
test. In this paper, we present the design and implementation of an automated protocol testing and analysis (APTA)
tool to assist developers and protocol testers to test their
protocol implementations. The central aim of our tool is
to speed up the process of ﬁnding hard to reach situations
where a protocol implementation may be incorrect. Our tool
allows the protocol developer to specify faults using simple
Netﬁlter/iptables-based [1] rules at run time and record the
protocol responses against these faults so that the user can
verify whether the protocol works as expected. Our protocol
testing and analysis system allows the protocol developer to
specify network events and actions in terms of distributed
event-action pairs using iptables rules. For example, receiving certain number of packets of a particular protocol type
can be considered as an event and delaying, modifying, or
duplicating the packet or rebooting a particular node could
be an action. Besides these primitive events and actions, our
system also supports distributed event-action speciﬁcation,
which means that APTA can monitor an event on one or
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2. DESIGN
Figure 1 shows the high level architecture of the APTA
environment. In this design we have two communication in-
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3.1 APTA Modules
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The APTA modules play a signiﬁcant role in assisting the
users to analyze the protocol behavior. The APTA modules
consist of iptables target and match extensions. These modules can inject various kinds of faults into the network and
record the faults or network packets information for further
analysis.
One of the main feature of our APTA is to provide distributed fault injection functionality. To achieve this goal we
have implemented an iptables co-ordination target module
(COR), which sends a co-ordination packet with an action
value to the speciﬁed node. Upon receiving the co-ordination
type packets, receiver side module (COR RECEIVE) executes the action contained in the co-ordination packet. To
inject a co-ordinated fault, the user needs to specify the
target node’s address and the action type to the iptables
module. The kernel module constructs a packet of our own
custom protocol and ﬁlls the packet with an action message
and sends it to the destination node.
There are two ways to receive an action message at the
receiver side. First, the COR RECEIVE module registers a
packet handler for our custom protocol which is invoked on
the arrival of such packets. In another approach, the module
creates a proc entry to allow user-level process to send the
action message to this module.
The DELAY module takes a delay time (in ms) as an
argument from the user. This information is then used by
DELAY module to delay the incoming packets. The packets
intercepted by the Netﬁlter hook wait in a queue until their
expiry time. The expiry time is calculated based on the
arrival time of the packet and the delay interval. Delayed
packets are re-injected to the local network stack for further
processing when they reach the assigned expiry time.
The MODIFY module enables user to modify the packets
on-the-ﬂy. The user can change packet ﬁelds to observe the
behavior of the protocol. For modifying the packets, the
module takes a list of oﬀset:value pairs from the user. When
packet is intercepted in the hook, the value at the speciﬁed
oﬀset is replaced with the provided value.
To block unwanted packets for a particular period of time,
we have a module called EXPERIMENT TIME. It accepts
incoming packets only if the current time is within the speciﬁed time boundaries.
The LOG module extracts information such as, protocol type, source MAC, destination MAC, IP protocol type,
source/destination IP from each intercepted packet. This
information is later transferred to the controller for analysis. The BANDWIDTH module saves the number of bytes
received for speciﬁc time interval on a particular iptables
rule. The BROADCAST STORM module is used to ﬂood
the network with packets and test the protocol for packet
congestion. The DUPLICATE module can be used to create duplicate packets and send those packets to the network
and observe the behavior of the protocol. Further, we enable
users to change the sequence of the delivery of packets with
the REORDER module. Finally, the RESTART module allows node restart at speciﬁed time.
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Figure 1: Architecture of the APTA environment.
terfaces. The experiment interface transmits the actual experiment data and the control interface communicates with
the test nodes from the controller. The controller is responsible of initializing the experiment and controlling the time
synchronization of the test environment. After the experiment terminates, the controller collects the data log from
the individual test nodes. Role of each test node is to execute the fault speciﬁcation rules and save the results for
later analysis.

2.1 Processing & Inserting Fault Specification
Parser is a component on the controller that parses the
fault speciﬁcations from the user. The fault speciﬁcation is
similar to the iptables rules. The diﬀerence is that we have
our event-action pair extension to it so that each iptables
rule can be converted into multiple rules on diﬀerent test
nodes. Following format is used to specify the faults.
iptables [table] [chain] [command] [match] [enodes] [anodes] [target/jump]
’enodes’ are the event nodes and ’anodes’ are the action
nodes. When the user speciﬁes these options, the parser
generates an iptables rule for each corresponding event and
action nodes. The event node sends an action packet to
the action node, that is executed on the action node on
reception.
Insertion of the following rule initiates the monitoring of
an event of an incoming TCP packet from source node 1 on
nodes 3 and 7. On reception, the receiving nodes send the
reboot action packets to all the nodes.
iptables -p tcp -s 1 –enodes 3,7 –anodes * -j reboot
The parser creates a rule for each event node and stores it
in their temporary rule ﬁle when it receives the event-action
rule. It will also parse the node ID to its ip address. The
daemon running on the controller sends these ﬁles to the
respective test nodes. For enodes 3 and 7, the same rule are
generated.
iptables -p tcp -s 192.168.1.1 -j COR –action reboot –mac-source 255:255:255:255

3.2 Action Message & Collecting Logs
Action message is a messages sent from the event node to
the action node on occurrence of a particular event. There
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are two ways to transmit the action message, Direct-ActionMessage (DAM) and Action-Message-Over-TCP (AMoT).
The DAM is sent from event node COR module directly
to the action node over a custom unreliable protocol. The
protocol developers can use this protocol for time-sensitive
experiments when a reliable control interface is available to
them, otherwise AMoT can be used. In the AMoT, all action
messages are transmitted through TCP connections from
the event node to the action node. As we know the TCP
protocol is reliable, all the action messages will arrive to the
destination.
The controller collects the log data from all the test nodes.
The log message can be saved in real-time or when the experiment has ﬁnished, which is referred to as Collecting Log
Oﬄine (CLO). By default, all the logs are saved locally. The
controller is responsible for collecting all the logs after the
experiment. The following two mechanisms are used for realtime logging, NFS Assisted Logging (NFSAL) and Real-time
Logging (RTL). The NFSAL uses a NFS directory exported
from the controller to write the system logs (syslog). All the
logging messages are sent to the controller by the NFS. The
RTL is also implemented using unreliable protocol to speed
up the logging as well as to reduce the resource utilization
at the node. The logging module from the controller side
receives all the log data from each node, which is stored on
its local storage.
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We build our experiment environment on MiNT-2 [9] testbed. Each node is equipped with a Soekris net5501 board,
8G Compact Flash card. Each node has one miniPCI wireless card and one wireless USB Adapter. The miniPCI wireless card is used for experiment interface. The wireless USB
adapter is used for the control interface to communicate with
the controller and to communicate action messages. Finally,
we choose the OLSR [2] protocol as our test routing protocol. For the experiment we designed the topology such that
node 1 can only communicate to node 3 through intermediate node 4 or 5 and vice-versa.
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4.1 Event-action Evaluation
Figure 2: Event-action test case result.

In this experiment, node 1 executes ping to node 3 with
an interval of 0.03 second. A DROP action message is transmitted from node 5 to 4 after 80 seconds which makes node
4 drop all the incoming packets from the experiment interface. After 180 seconds, node 5 sends another ACCEPT
action message to node 4 so that node 4 can receive network
packets from the experiment interface again. We insert our
BANDWIDTH module on node 3, 4 and 5 to monitor the
incoming ICMP data ﬂow from node 1 to node 3.
In Figure 2 the data points are the ICMP packets captured
at the PREROUTING chain of the corresponding node. The
X-axis represents the time in the experiment while the Yaxis is the ICMP protocol bandwidth calculated per 800 ms.
The ﬁrst graph in Figure 2 is the bandwidth log data of
node 4. We can see that when the DROP action message
comes, node 4 starts to drop all the ICMP packets. As a
result, node 3 doesn’t receive any of the ping packets. The
OLSR takes some time to re-discover the change in network
and node 1 still keeps on sending packets through node 4.
After the information about new route is updated by the
OLSR on all the nodes, node 1 starts sending the packets
through the intermediate node 5. From Figure 2 we can

see the ICMP traﬃc on node 5 after 100 second. After 180
second, node 4 comes back again and starts forwarding the
packets to node 3. However, after coming up it takes some
time discover the neighbors and become operative again.
When the links between node 4 and other nodes become
stable, Since node 4 is conﬁgured with higher transmission
power, node 1 prefers node 4 as an intermediate node over
node 5.

4.2 Packet Delay
By default, when two nodes try to communicate with each
other, OLSR selects the route with lesser hops. With the
same number of hops, OLSR chooses the one with better
network link quality. However, the OLSR implementation
we use, does not consider the latency as a parameter. To
demonstrate this, we use DELAY module to delay the packets on node 4. We insert iptables rules to enable packet
delay of 400ms from 80 to 120 second interval during the
experiment. Node 1 runs regular ping with an interval of 1
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RTT (ms)

tool can be used to test the diﬀerent characteristics of the
network protocols. Using extended iptables rule format and
diﬀerent modules we can inject wide variety of faults across
the network while keeping the fault speciﬁcation simple for
the user. Our tool helps in speed-up the process of ﬁnding
faults in the protocol implementation in comparison to the
code instrumentation technique. It is also capable of testing most of the protocol without any modiﬁcation in the
protocol code. It will also help them to verify whether the
protocol is working as per the speciﬁcations.
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Figure 4: CPU usage and network bandwidth overhead.
second. From ﬁgure 3 we can notice that the RTT of the
ping packets reaches to 800ms (twice of the delay time), because on each journey the ICMP packets gets delayed for
400ms so the round trip delay becomes 800ms. In spite of
packets being delayed at node 4, OLSR does not select node
5 as its new intermediate node.

4.3 APTA Overhead
For this experiment, we use only two nodes 1 and 4. We
perform the bandwidth monitoring on node 4, while it receives packets from node 1. The BANDWIDTH module is
used to calculate and print the bandwidth for the speciﬁed
interval. Each packet matching iptables rule increases the
counter inside the BANDWIDTH module.
Because the code is re-entrant, we use spin lock to avoid
racing condition. However, using spin lock incurs additional
overhead, especially when it is frequently accessed. We measure the overhead of our implementation by varying the
BANDWIDTH module calculation intervals.
From Figure 4 we can observe that the CPU usage decreases and bandwidth increases as the BANDWIDTH module interval changes from 1ms to 400ms. However, with the
BANDWIDTH module the CPU performance is noticeably
aﬀected only when the interval is smaller than 50ms. Moreover, we realized that even if without any modules inserted,
the bandwidth and CPU usage performance remains the
same as when the bandwidth monitoring interval is 400ms.
Therefore, the overhead the module depends on how frequent an user wants to log the information.

5.

CONCLUSION

In this paper we present the design and implementation
of our APTA tool using Netﬁlter/iptables framework. This
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