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ABSTRACT fic from different real-time flows ensures that most of the
ackets rarely, if ever, approach worst-case delays. Alter-
tively, one could exploit the above two facts and increase
k utilization by providing statistical delay guarantees

., by associating a delay violation probability along with

Admission control algorithms that provide statistical del
guarantees to real-time flows are of considerable interq
since they can exploit statistical multiplexing of traffic e

achieve higher link utilization. In this paper, we addreséiach flow’s delay bound. Atatistical admission control

the issue of providing per-flow statistical delay guarante%‘l?gorithm (i.e. one that provides statistical delay guaran-

to real-time flows that traverse a link serviced by a ratz;is) can thus reduce the amount of resource allocated to

ba_se_d scheduler. _In such a scenario, each_flow can SPELIYH flow and maximize the number of flows admitted with
a limit on the fraction of traffic that exceeds its delay bou darantees

requirements. We present a novel measurement-based
mission control technique, called Measured Probability al- One way to provide statistical guarantees is to use the
gorithm. Our algorithm allows multiple flows, that havevell known technique ofmeasurement-based admission
heterogeneous delay bound and delay violation probabilipntrol (MBAC). MBAC algorithms use the dynamically
requirements, to co-exist on a single shared link. The algoeasured traffic characteristics of flows currently travers-
rithm exploits the fact that the actual delay experienced g the link to determine whether a new flow can be ad-
most packets of a real-time flow is usually far smaller thamitted. In this work, we present a novel MBAC algorithm,
the worst-case delay bound dictated by the rate assignmdledmeasured probabilityMP) algorithm, that provides

to the flow. Flows that can tolerate occasional delay bounbr-flow statistical delay guarantees to real-time flows on
violations can be assigned fewer resources than their woratlink serviced by a rate-based packet-by-packet scheduler
case requirement. The algorithm dynamically measures {seich as virtual clock[1] or WFQ[2, 3]). The two main fea-
ratio of actual delay experienced to the worst-case delay fimres of our algorithm are (a) it provides a distinct statisti-
each packet traversing the link and constructs a cumulatigal delay guarantee to each real-time flow sharing the link
distribution function (CDF) of this ratio. The CDF is therand (b) it exploits statistical multiplexing to increase link
used in estimating flow resource requirements wheneveutdization and admit more flows in comparison to purely
new flow joins the system. Preliminary simulations indicateeterministic admission control.

that, in addition to providing per-flow statistical delay guar-

X . . We are interested in rate-based schedulers since, in their
antees, our algorithm can potentially improve the numbergzl;se the relationship between delay bound of a flow and the
admitted flows by a factor dfd and the link utilization by ’ P Y

a factor of20 when delay violation probability as small asamom_mt of resource consumed by the flow can be explicitly
10-5 is allowed specified. In contrast, for non rate-based schedulers, such as
’ Earliest Deadline First (EDF), the resource-delay relation-
ship for each flow is difficult to determine (if not impossi-
1. INTRODUCTION ble) and the admission control process is more complicated.
Network applications such as streaming media, voice OH?nce, even though non rate-based schedulers can poten-
PP 9 : \lly provide higher link utilization, itis difficult to provide
Tatistical guarantees (such as bounds on loss rate or delay-

that have tight delay requirements, but can tolerate Cert\é}fglation probability) on aper-flow basis A related prob-

level of missed deadlines or packet losses. Guarantegifg” provide end-to-end statistical delay guarantees to
performance to such real-time flows involves PIOVISIONING, s that traverse multiple links in a network. This prob-

resources during admission contrpl and er)forcmg the USRAC " ot covered by the scope of our paper and has been
of the assigned resources at run-time. A simple approac% dressed in [4]

this problem is to perforndeterministicadmission control
that allocates sufficient resources to each flow such that th&he problem of providing various kinds of statistical per-
flows never encounter any excess delay. However, a determance guarantees has received considerable research at-
ministic approach pays the price of severely under-utilizingntion. Kurose[5] derived probabilistic bounds on delay
the link’s resources due to two reasons. First, the determamd buffer occupancy of flows using the concept of stochas-
istic approach ignores the fact that applications themseltiesordering for network nodes that use FIFO scheduling.
are resilient to small fraction of packets experiencing eReissleinet al[6] have derived statistical delay bounds for
cess delays. Secondly, statistical multiplexing among trafaffic flows in a single link and network settings. They ap-



proximate the loss probability at a link using independeBtl. Scheduling and Worst-case Delay Bound
Be“f‘ou”' random variables. Howgver they consider a ﬂul this work, we consider the context of a single link with
trqfﬂc model rather than a packetized quel. E.lw‘fi“d a acityC'. Packets arriving at the link are served using
Mitra[7] ha"'? proposed ascheme to prqwde statistical Q9 ual clock service discipline[1]. Conceptually, the vir-
?eueagazre:?fﬁzscllgstgeescgig Osrfévt')?std;%ﬁhggggr ;V;c;iguaa;ﬁﬂ'l clock scheduler maintains a sorted priority queue of
traffic model was considered. Schemes for providing STH oming packets. During admission control each flbw

g-
tistical QoS in networks using EDF scheduling were P'%r to satisfy its delay requirements. Whenever a packet
posed by Andrews[8] and Sivaraman[9]. Unlike the ratB-eIO ging tfgflowFi gnd ﬂaving Iengjtliik, arrives ali)t the

based schedulers considered here, EDF decouples rate @id y,ier at time,y., a per-flow state variabl; is updated

- S
delay guarantees at the expense of admission control CQ0%01o0ws

plexity. Leibeheret al[10] proposed the notion of effective
service curves as a probabilistic bound on service received V; = maz{ti, V;} + Lin/Bi 1)
by a flow. ’ R R

assigned a bandwidth reservati®y (B; > p;) in or-

Several existing MBAC algorithms address flow QoS ra—-he packet is stamped with valdé and inserted into the

quirements along the dimensions of the bandwidttagr _s;orted priority queue using the stamped value as the prior-

support real-time flows that requiteterogeneoustatisti- : X SR .
cal delay guarantees in the context of rate-based schedufdff§ Virtual clock service discipline is given by the following
Breslauet al[11] performed a comparative study of sever@Pression[18], wheré,,,,; is the maximum packet size.
MBAC algorithms[12—-16] and concluded that none of them o L I
are capable of accurately achieving loss targets. Qiu and D¢ = E’ + g“m + 72,”
Knightly[12] proposed an MBAC scheme that measures v v

maximal rate envelopes of aggregate traffic flows. BoorstyRe first component of the delay is the fluid fair queueing
et al{17] developed the notion of effective envelopes thgkay, the second component is the packetization delay and
capture the upper bounds of multiplexed traffic with a higRe third component is scheduler’s non-preemption delay.
certainty and can be used to bound the amount of traffic tRgdte that the expression for worst-case delay bound, giv-
can be provisioned on a link with statistical guarantees. gp in Equation 2, also holds for WFQ service discipline.

The rest of the paper is organized as follows. In sddence the algorithm presented here for virtual clock also

tion 2, we discuss the traffic and scheduling models undBR!ds for WFQ. In this paper, we do not include the treat-

lying our work and propose the MP algorithm. In Section fent of WFQ in the interest of brevity, although it would

we present preliminary performance results. Section 4 givsn interesting exercise to examine its performance in the
a summary of main research results and explores future @ntext of the MP algorithm.
rections.

)

2.2. Measurement-based
Delay-Probability-Bandwidth Correlation

2. STATISTICAL ADMISSION CONTROL Statistical delay guarantees assist in reducing the bandwidth

We define areal-time flowF; as a packet stream that re[eservatlon f or each flow by exploiting the fact thgt worst-
se delay is rarely the norm for packets traversing a link.

quires each of its packets to be serviced by the SChedlﬁ%rsume that for each link, the system keeps a run-time mea-
within a delay bound); and with a delay violation proba- ' Y P

bility no greater thar?,. For instance, iD; = 30ms and surement of the ratio of the actual packet delay experienced
= S to the worst-case delay for each packet. We then have a cu-
P, = 1077, it means that no more than a fractivbt " of

, . rpulative distribution function (CDFProb(r) of this ratio
packets belonging to the flow can experience a delay areqlel 1 on past measurement:ob(r) gives the probabili-
than30ms. When a real-time flowF; arrives, it requests a ’

delay boundD; and delay violation probability boun; ty that the ratio between the actual delay encountered by a

from the admission control module. We assume that ea{%:%(:ket and its worst-case delay is smaller than or equal to

71 . . . _
flow’s incoming traffic is regulated by a token bucket Wittﬁlacl:gg}/;rstgl)\llvi:ggca(spe) dggllgs :ﬂgtrzgﬁ'?gmur::;g e?alcwith
bucket deptty; and token rate;. The amount of flowF; y y 9

traffic arriving at the scheduler in any time interval of Iengtﬁ ?Drfobbaz?;“%ggjbggu&%j ds?ov;/saﬁn Séar;? :filnet ;Lg:je o?/([a)r_
7 is bounded byo; + p;7). * ' ypicaly

a sliding measurement window. Given the measured esti-
*Our algorithm remains essentially unchanged in case of dnate of functionsProb(r) and Prob~'(p), we can derive
al/cascaded leaky bucket regulators. the minimum bandwidttB]**" required to satisfy flowF;’s




Input : (a) (D;, P;, 03, p;) for each flow F;, 1 <i < N.
(b)The measured Prob(r) and Prob~!(p) functions.
(c)The link capacity C' and current average link utilization U.

. fori = 1toN
= Calculate B™"™ according to Equation 3.
g
[=] .
& 04 f 1 fori = 1toN
0.3 f g B; = NB’i x C X~y
S Bmin
0.2 o g=17 )
if B; < p; then reject flow Fy and exit.
0.1
0.0 P [*Flow F can be admitted.*/
00 01 02 03 04 05 06 07 08 09 10 fori — 1to N
Ratio of actual packet delay to wor st case delay t= pmin
By = =xg+—xC
¢ ZI'\:1 B;nin
Figure 1: Example of cumulative distribution function. Reserve bandwidth B; for flow Fj.

- . . . Figure 2. The MP algorithm to determine whether a new fléw
delay-probability requiremeritD;, P;) using the following can be admitted such that each flaw, 1 < i < N, can be

heuristic. guaranteed a delay bout?} and delay violation probability;.

o; + Lmam Lmaz —
Di:( B+ g )xProb '1-P) (3

initial flows using deterministic admission control. During
) ) . this time, the measurement history is simultaneouly built
Equations 3 states that in order to obtain a delay boundy@f Once no more flows can be admitted using deterministic

D; with a delay violation probability bound df;, we need approach, we switch to statistical admission control and use
to reserve a minimum bandwidth &f™*" which can guar- the history built up during the deterministic phase.

. , -1(1 _ P,
antee a worst-case delay b /Prob™ (1 — P). Second issue concerns stability of the CBFob(r). If

2.3. Measured Probability Algorithm we admit successive flows within short interva}l of time, th(_a
_ - ' . _ measurement process may not get enough time to stablize

With the delay-probability-bandwidth correlation functiomng fully reflect the effect of the new flow on the delay dis-

in place, we now present the MP algorithm in Figure 2. Agibution of packets. We address this problem by enforcing

sume thatV — 1 flows are currently being served by thg time gap between every two successive admissions that
scheduler and flowV arrives for admission. The algorith-3||ows the measured CDF to stablize.

m first calculates3"" for each of thelV flows (including
the new one) according to Equation 3. Next, e&h™" is
proportionally scaled td; such that the sum aB; values
is equal toy times the link capacity’, wherey > 1. The
parameter is called thebandwidth over-provisioning fac-
tor and determines the extent to which bandwidth can
reserved in excess of link capacity. This parameter can
used to make the algorithm more or less aggressive in
mitting new flows. The new flow is accepted only if nong,
of the flows is projected to have a smaIIB;ir value than
the long-term average;. In order to calculate true project

A third important issue concerns the fact that when we
admit a new flowF'y, we use the CDF that only reflects the
behaviour of already admittey — 1 flows and does not
account for the future impact of new flow on the CDF. This

ight lead to a somewhat over-optimistic algorithm where
% ew admission might push the delay violation of some al-

dy admitted flows above the acceptable limit. To solve
s problem, we need to have advance knowledge of the
lay distribution of the new flow. This delay distribution
can then be combined with measured CDF of the already
X ) “admitted flows before performing admission control. Such
ed bandwidth share for each flow, the algorithm _scales approach is difficult to implement if we do not wish to
B values toB; such that the sum dB;'s exactly fits the 555me any fixed traffic models for the new flow. In prac-
link capacityC'. The complexity of the algorithm is O(N)yjce, the later statistical admission phase will usually have a
whereN is the number of flows being considered. large enough number of flows that are already admitted dur-
. . ing the deterministic phase. Thus the unaccounted impact
2.4. Discussion of a single new flow on the overall CDF of a much larger
Let us look at a few issues that deserve mention. First issg of pre-existing flows will be minimal during the statisti-
is that, during initial stages, when there are no active flowal phase. Additionally, whenever the number of admitted
at the link, there is no measurement history that can be ufledss falls below that permissible by deterministic admis-
to calculate the CDFProb(r). Our solution is to admit the sion control, we switch over to deterministic phase again



(ON,OFF) Peak Avg. 400 ; ; ‘ ‘
Source Times Rate Rate s——= Deterministic algorithm

Model (SECS) (kbps) (kbps) 350 o——o Measured Probability algorithm
EXP1 (.325,.325) 64 32 200 /%_%/%\%/(
EXP2 | (.325,6.175) | 640 32

PARETO | (.325,.325) 64 32 20

Table 1. ON-OFF source models used in simulation. o

150

100

Average number of flows admitted

and so on.
50 - !
L s
3. PERFORMANCE %% 20 3 20 50 60
Delay (ms)

In this section, we study the performance of the MP algo-
rlt_hm using thens-2_5|mulat0r. A S'”g'e."f"‘ IS Conflg_ured Figure 3. Number of admitted flows vs. delay. Delay violation
with 10Mbps capacity and packets arriving at the link ar obability =10~ and~ = 5

. . . ¥ .
served by a virtual clock scheduler as described in Sec-
tion 2.1. The traffic source models used in our simulation
are based on three ON-OFF source models - EXP1, EXPXhe CDF is measured over a sliding measurement win-
and PARETO - which are also used in [11]. EXP1 and Exiow of 3000 seconds, with the window moving forward
P2 sources generate packets with exponential inter-arri€afh second. For simulations, we record the ratio of ac-
times whereas PARETO sources space packets accordi®j to worst-case delay of every packet. The effectiveness
to Pareto distribution. The details of the three source maif-sampling a fraction of the serviced packets is current-
els are given in Table 1. EXP1 corresponds to voice trafficbeing investigated. The observed ratios are accumulated
generated in VoIP applications and EXP2 corresponds t#1e & histogram. The actual CDF is computed from the his-
burstier version of EXP1 traffic. Aggregation of PARET®0gram only when an admission decision needs to be made
sources produce the long-range dependence effects nor@i’aﬂhe bandwidth reservations of existing flows needs recal-
ly observed with audio traffic. All packets ai@8 bytes culation.

Iong. Traffic from each admitted flow is pO"CEd by a token First we examine the performance of MP a|gorithm in
bucket whose parameters depend on flow's peak rate @B¢hparison to deterministic admission control. The latter
delay bound requirements. assigns bandwidth to each flow assuming a zero delay vio-

Each new flow arriving at the link requests a guarantee {on probability. With MP al%orlthm, the delay violation
delay bound and a delay violation probability. The admiBrobability for each flow isl0~®. Figure 3 and 4 plot the
sion control algorithm decides whether to admit or reje@tmPer of flows admitted and link utilization, respectively,
the flow and how much bandwidth to allocate according & d€lay is varied. Observe that MP algorithm admits rough-
algorithm in Figure 2. Each admitted flow is assigned'% 10 times more number of flows and achievéistimes
queue limit of twice its token bucket depth and is permip_etter L!tlllzatlon than thermlmsuc adgys_smn control when
ted to send traffic on the link for the duration of simulatior€l2Y violation probability as small a8 is allowed. The
A flow generator initiates each flow by uniformly selectin@n comes from the fact that large majority of packets ex-
one of the three source models. Flow inter-arrival times afgf ence just% to 2% of the worst-case delay dictated by
exponentially distributed with a mean 60 seconds. The tN€ir assigned bandwidth.

MP algorithm maintains a stablizing period of at leadd Next we show that the MP algorithm indeed provides dis-
(simulated) seconds between any two flow admissionstswt guarantees on heterogeneous delay violation probabil-
that the measured CDF is allowed to stablize before beitigs for different flows. We examine the scenario in which
used to admit another flow. Each simulation run lasts fimcoming flows request the same delay bound@hs but
100, 000 seconds. Each result consists of the average atiffierent guarantees on delay violation probability, which
standard deviation (indicated by vertical error bars in theuniformly distributed among the four valugg—*, 1072,
graphs), oveb runs using different random number seed$0—% and10~7. Figure 5 plots the actual fraction of packet-
For preliminary results, we experiment only with synthette exceeding their delay bound against the desired violation
workloads and dynamic flow arrivals. However, it is alsprobability for each flow that experiences any excess de-
important to study the behaviour of admission control usitay. The fact that all data points are below the dotted line
more realistic trace-based workloads under both dynaridicates that the actual delay violation rate is smaller than
flow arrivals and departures. This aspect will be addresshd maximum permissible for each flow. Furthermore the
in future work. figure shows that flows that can tolerate higher fraction of
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Figure 4. Average utilization vs. delay. Delay violation probabilFigure 6. Number of admitted flows vs. bandwidth over-
ity = 10~% andy = 5. provisioning factory. Delay bound for each flow i80ms and
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Figure 5. The MP algorithm satisfies distinct per-flow delay vio-

lation guarantees. Delay bound for each floBdsns andy = 5.  Figure 7. Average utilization vs. bandwidth over-provisioning
factor~. Delay bound for each flow i80ms and violation proba-
bility is chosen uniformly betweetd~* and10~".

delay violations indeed experience a higher rate of viola-

tion than flows with lower tolerance. The MP algorithm igsee Figure 3). Thus tuning a higher valueya$ not strict-
able to distinguish among flows in terms of delay violatioly necessary to admit more number of flows, but it helps to
rates because it assigns service bandwidth to flows in iprove the link utilization. However, a higher value of
verse proportion to their tolerance to delay violations. Thisiould be tuned carefully since too high a value could lead
translates to higher service bandwidth (and hence dynagexcessive delay violations. In our simulations, we found
ic priority) for packets belonging to flows with low delaythat~ = 5 achieved the right balance between high link uti-
tolerance and vice-versa. lization and required delay violation levels for audio traffic.

Figures 6 and 7 show that both the number of admittedAnother factor influencing the performance of MP algo-
flows and link utilization increase dramatically as the bandthm is length of the sliding measurement window. Fig-
width over-provisioning factor is increased. As seen earure 8 shows that larger measurement windows help achieve
lier, v controls the extent to which bandwidth assigned tam making more accurate admission decisions. For smal-
flow can be smaller than its long term rate. Thusan be | measurement windows (belo8000 seconds), there is a
used as a tuning knob to control the aggressiveness of shgmificant variation in the number of admitted flows with
MP algorithm. Note that even with = 1, i.e, by reserving no definite trend. The reason for this trend is that smal-
only up to the link capacity, the MP algorithm can admitwindow sizes do not capture sufficient delay distribution
close t0100 flows which is aboutt times more than thatinformation that is representative of long-term delay dis-
admitted by corresponding deterministic admission conttabution of packets. Admission decisions based on smal-



400

measured probability estimates. In its current form, the MP
algorithm uses the measured probability distribution direct-
ly in calculating resource requirements during a new ad-
mission and does not account for the future impact of an
incoming flow’s traffic.
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We are also interested in using our algorithm as a build-
ing block for more realistic case where flows traverse mul-
tiple links served by rate-based schedulers. It is shown in
earlier research [6,7,19] that it is desirable to smooth a
flow’s traffic as much as possible at the ingress and perform
bufferless multiplexing in the network’s interior. Thus, in a
ol packetized environment, a flow’s per-link delay budget will
® Giding measrement window (x 1000 steonds) be smaller, consisting of only the packetization and non-

preemption delay components in Equation 2. This leaves a
smaller margin of error and makes it more challenging to

200

150

100

Average number of flows admitted

50 -

Figure 8. Number of admitted flows vs. length of measuremegjasign a robust statistical admission control algorithm.

window. Delay bound for each flow B0ms and violation proba-
bility is 1076,

Acknowledgement: We would like to thank Pradipta De,

Srikant Sharma and Ashish Raniwala for insightful discus-

_ ~sions and comments that greatly improved the ideas pre-
| measurement windows could thus be flawed leading dented in this paper.

excess loss rates for some flows and hence fewer number
of admitted flows. For larger window sizes, the number of
admitted flows increases steadily since the measured delay
distribution information becomes steadily more represen4
tative of real delay distribution. The simulation could not
scale beyond the window size td, 000 seconds. Howev-

er, in most practical scenarios, such a large window woulc?.
not be used. Furthermore, we conjecture that for extremely
large window sizes, the measured delay distribution might
again become inaccurate since it would include informatiors:
that is too old for being considered in new admission deci-
sions. Thus one needs to strike a right balance in selecting a
measurement window size that yields optimal performance,
In practice, the size of the measurement window chosen
would also be limited by the amount of memory available
for storing the measured delay distribution information at

the switch/router. 5.

4. SUMMARY AND FUTURE DIRECTIONS. 6.

In this paper, we have proposed a new admission control al-
gorithm, calledmeasured probabilityMP) algorithm, that
provides per-flow statistical delay guarantees (i.e., both de-’
lay bound and delay violation probability bound) on links
serviced by rate-based schedulers. The MP algorithm us-
es the concept of measurement-based admission control &
exploit statistical multiplexing among flows traversing a
link. Our preliminary results show that the algorithm satis-
fies heterogeneous statistical delay requirements of multiplé.
flows and provides significant gain in number of admitted
flows and link utilization.

In addition to a more comprehensive performance analyyg.
sis of our algorithm, we wish to devise simple mechanism-
s that can pre-estimate an incoming flow’s impact on the
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